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Abstract

Public discussion and discourse amongst researchers suggest that smartphone use is excessive
from an individual welfare standpoint, but evidence for this remains limited. I implement a
randomized intervention encouraging a subset of 629 participants to adopt soft commitment
devices limiting phone, Facebook, and Instagram usage. I find that individuals: (i) spend more
time on phones and Facebook than they expect and profess to desire; (ii) willingly set application
limits in the absence of incentives; and (iii) significantly reduce use after adopting these limits.
This suggests that individuals may be significantly overusing smartphones due to their limited
ability to exercise self-control.
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Introduction

In recent years, significant media attention has focused on the perils of increasing smartphone and social media usage. Recently, a senator from Missouri proposed the Social Media
Addiction Reduction Technology Act (SMART, 2019) – legislation that would make it illegal
for social media companies such as Facebook and Instagram to use techniques that prolong
engagement on their platforms, and that also mandates the institution of default (but useralterable) time limits of 30 minutes a day. Yet, as many critics have pointed out, strong
evidence on whether decision-makers actually su↵er from excessive usage remains limited;
moreover, evidence on the efficacy of time limits is sparse.
In this paper, I provide evidence on this question from an intervention that randomly
encouraged US Facebook users to voluntarily adopt “Screen Time” application limits – a
form of self-commitment device that helps iOS users curtail their future smartphone use.
Commitment devices can be hard or soft (Bryan et al., 2010) – the former often imposes real
economic penalties or rewards, whereas the latter works primarily by imposing psychological
costs, and does not o↵er full pre-commitment – for example, “Screen Time” app limits
are soft. When a subset of participants were given the opportunity to adopt “Screen Time”
limits, the majority them opted to do so, suggesting a demand for commitment that provides
evidence that there are self-control issues at play. I study changes in participants’ behavior
over a period of 6 weeks, finding that encouragement to adopt application limits significantly
reduces smartphone and Facebook use. This contributes to currently sparse research on the
empirical e↵ectiveness of soft commitment devices for limiting phone and social media use.
I recruited a sample of 629 users aged 18-34 through Facebook ads and administered four
surveys over the experimental period. Then, I collected a host of measurement outcomes
in each survey, including participants’ preferred, predicted, and actual daily usage of three
platforms: Facebook, Instagram, and overall phone use. I verified the reported data by
asking participants to upload screen shots of the “Screen Time” page that tracks their
smartphone and app usage. I then randomly assigned 50% of participants to the app limit
treatment group, prompting them to adopt “Screen Time” app limits equivalent to (or lower
than) their previously stated daily ideal platform usage times. Additionally, I collected
participants’ “Screen Time” settings to ensure that they adopted their reported limits, and

1

determined treatment compliance in a follow-up that asked participants how many days they
had the limit switched o↵.
Given that present-bias – as defined in Laibson’s quasi-hyperbolic model of dynamically inconsistent preferences (1997) – often signals lacking self-control, I also elicit timepreferences by asking subjects to specify the amount of money they would require in one/two/
four months to be indi↵erent to receiving $20 now (see Thaler and Shefrin, 1981; Freeman
et al., 2016; Augenblick and Rabin, 2018). I investigate if there are di↵erential treatment
e↵ects based on participants’ elicited present-bias parameter as well as their Tangney Brief
Self-Control score (2004), a common self-reported 5-point measure of trait self-control used
in psychology.
First, I find that the average participant spent 5 hours on their phones daily, including
roughly an hour on Facebook and half an hour on Instagram. Participants’ self-reported
preferences over their ideal usage fall drastically short of their actual use, giving some indication that self-control issues may be at play: individuals spent 150 more minutes on their
phones and 17 more minutes on Facebook daily than they had ideally wanted to spend. Taking self-reports at face value, this suggests that individuals spend, on average, more than 900
extra unwanted hours on their phones each year. The discrepancy can partially be explained
by a lack of awareness; individuals significantly under-predict the time they spend on their
phones, and this under-prediction does not correct itself over time.
The experimental treatment allows me to go beyond these self reports and measure the
demand for, and e↵ectiveness of, commitment devices to limit phone use. Out of the participants that did not already have limits implemented, 66% of participants that were o↵ered
the soft commitment devices opted to adopt them. The fact that a large proportion of participants are willing to set up app limits even with no incentive to do so speaks somewhat
to a latent demand for commitment devices, implying that individuals are concerned about
their own future deviations from ideal behavior.
Most pertinently, I find that this external commitment mechanism is e↵ective at reducing
platform usage in the short term: my treatment-on-treated results find that the app limit
intervention significantly reduces time spent on Facebook daily by 33%. These e↵ects on
Facebook usage are still persistent over a month, providing further evidence that self-control
issues may exist. Furthermore, the e↵ect of application limits on platform usage is large in
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relative terms. For example, the decrease in Facebook use closed the gap between ideal and
actual usage by a third.
Lastly, I look at heterogeneity by baseline discrepancy between actual and ideal usage,
baseline usage of the platform, the time preference and self-control measures described above,
age, and gender. Interestingly, I find that the adoption of app limits was only e↵ective for
those who needed them; that is, only participants that had initially spent more time on their
phones than they desired experienced a reduction in usage. Perhaps somewhat unexpectedly,
participants that had initially spent less time on their phones than their stated ideals actually
increased their phone usage as a result of the app limit intervention. Similarly, heavy users
experienced significantly higher treatment e↵ects than users below the median baseline usage.
Interestingly, I also find that participants with higher Tangney self-control scores – implying
higher trait self-control – are more likely to reduce their usage as a result of the app limit
intervention, though the di↵erence is not always statistically significant.
Additionally, I perform two robustness checks. In the main analysis, I omitted the 17
users that already had app limits in force prior to the experiment. I perform a robustness
check assigning treatment values of 1 to participants that already had an app limit prior to
experiment, yielding similar results. Secondly, I run a robustness check omitting participants
who ever submitted inaccurate “Screen Time” data from the analysis. Both robustness checks
yield relatively similar results to those in the main analysis.
The results of my experiment should be interpreted with caution for several reasons. First,
the self-selected participants recruited over Facebook ads may spend more time on Facebook
and su↵er from more self-control issues than the average user. E↵ects could di↵er when
extrapolated – they may be attenuated for individuals that spend less time on Facebook,
but could also be magnified for individuals with higher self-control. Additionally, the subjects
are relatively young and include only iOS users – though intentionally so, since the negative
e↵ects of smartphone use have been especially pronounced for younger people (Twenge,
2018). Second, the time tracking tools I utilize are limited in scope, in that “Screen Time”
only captures use across Apple devices. This concern is somewhat mitigated by the fact that
the vast majority of Facebook users now use mobile (VentureBeat, 2018). Third, though I
attempt to capture the e↵ects of app limits over a month, e↵ects are likely to di↵er over
a longer duration. The longer-term e↵ect attained in the experiment is generally higher
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than the short-term e↵ect (though not at a statistically significant level): this is consistent
with economic models of addiction, such as Becker and Murphy’s (1988), in which reduced
consumption diminishes the marginal utility of consumption in future periods. This suggests
that a reduction in use over the experimental period may lead to sustained diminished
usage. However, qualitative evidence from my survey also indicates that continued use (and
subsequent dismissal of notifications) can also lead to reduced efficacy. Fourth, a number
of the outcome variables are self-reported – most notably, participants’ stated preferences
– introducing the possibility of experimenter demand e↵ects. Though I am cautious in my
survey wording, the “Screen Time” platform itself has certain features (like “Down Time”)
that may lend a pejorative connotation to smartphone use.
The existing economic literature has documented many instances of mechanisms relating
to self-control that lead people to make suboptimal choices (e.g., Thaler and Shefrin 1981;
Becker and Murphy, 1988; Laibson et al., 1998; Bernartzi and Thaler, 2004; Kan, 2007; Giné
et al, 2010). Yet behavioral economics research specifically on smartphone/social media use
has been sparse. Despite a burgeoning psychological literature that documents addictive
social media use (e.g, Griffiths, 2005; Lenhart and Madden, 2007; Ko et al., 2006) – ranging
from psychological measurements to assess addiction (Andreassen et al., 2012, Andreassen et
al., 2013; Andreassen and Pallesen, 2014) to studies investigating the relationship of social
media use and welfare outcomes (Pelling et al., 2009; Karaiskos et al., 2010; Wilson et
al., 2010; Kuss and Griffiths, 2011; Elphinston and Noller, 2011; Koc and Gulyagci, 2013;
Hong et al., 2014; Ryan et al., 2014) – prior work mostly looks at correlations. There are a
number of randomized field experiments on Facebook that involve limiting social media use:
some ask participants not to use Facebook at all, or to deactivate their accounts (Tromholt,
2016; Marotta and Acquisti, 2017; Vanman et al., 2018; Mosquera et al., 2018; Allcott et al.,
2018). These studies di↵er from mine in that they involve blocking the platform entirely, and
therefore do not measure the reduction in Facebook use or other self-control related measures,
focusing more on other outcomes like subjective well-being (SWB) or work productivity. The
most closely related study is Hunt et al.’s (2018) randomized study on the e↵ects of limiting
daily Facebook, Instagram, and Snapchat use to 10 minutes a day. However, participants
were asked to self-monitor and limit their own use without the adoption of any commitment
device; by contrast, my study measures the endogenous response to soft commitment devices.
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To the best of my knowledge, there are no existing studies that have utilized “Screen
Time” to measure and limit smartphone use, probably owing to its relative recent debut
(September 2018). One prior study employs apps (“Moment” and “App Usage Tracker”) to
measure cell phone usage (Felisoni and Godoi, 2018), although the study is small-scale (n=43)
and only establishes a correlation between cellphone usage and academic performance.
There has been much empirical examination of soft commitment devices in the field (e.g.,
Benartzi and Thaler, 2004; Ashraf et al., 2006; Ambec and Treich, 2007; Gugerty, 2007; Basu,
2008; Breman, 2009; Duflo et al., 2009; Giné et al., 2010), though none that I am aware of on
smartphones or social media. In spite of the rich existing literature on the demand for, and
e↵ectiveness of, soft commitment devices, this study is the first randomised field experiment
to evaluate their e↵ectiveness in the context of smartphones and social media. I find that
there exists substantial demand for app limits, and that such simple, low-cost devices are
surprisingly e↵ective in reducing time spent on smartphones and platforms like Facebook.
The rest of the paper proceeds as follows: Section 2 details experimental design and outcome variables. Section 3 presents the model and Section 4 the results. Section 5 concludes.

2

Experimental Design

2.1

Procedural Overview

The experiment consisted of five parts: the recruitment/pre-screen, followed by four surveys.
I administered the study through four surveys on Qualtrics, over a period of 6 weeks from
January 20th to March 3rd 2019. The study period was intentionally timed to avoid holidays.
I recruited participants using Facebook ads, targeting users in the United States aged 1834 – the age range of the majority of Facebook users (eMarketer, 2018), though it was possible
for participants to sign up even if they were above 34. In order to achieve a gender-balanced
sample, I allocated triple the recruitment budget to recruiting males, because females are
three times more likely to click-through on ads. Slightly more women were recruited. During
the campaign, the ad was shown to 223,104 people and 3,617 people clicked on it, achieving a
click-through rate of 1.6%. The ad consisted of a generic picture of Stanford University and
was captioned: “Participate in a Stanford online research study and earn $20! Contribute
to economic research at Stanford by participating in an online study on social media use.”
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It made no mention of self-control issues to minimize priming and sample selection bias.
Upon clicking on the ad, participants entered a pre-screen hosted on stanforduniversity.qualtrics.com. I screened participants for: (i) active usage of Facebook on their mobile
devices (more than 50% of Facebook usage spent on mobile, as well as more than 50% of
that time spent within the Facebook app); (ii) usage of iOS devices, as the system contains
“Screen Time”; and (iii) age (above 18). 629 participants eventually consented to the study,
passed the pre-screen, and completed the baseline survey.
Table 1 presents summary statistics for the background variables of the baseline participants. Though the survey provided multiple options to report racial identity, recruited
participants were predominantly white. Thus the table only displays a summary of whether
participants were white or non-white. Additionally, note that 85% of participants are active
users of Instagram, and are thus displayed future questions regarding Instagram.
Table 1: Summary demographics of baseline participants
Mean

Standard Dev

Min

Max

US FB Users

US Pop

Age

23.4

4.4

18

48

41

38*

Female

0.57

0.40

0.54

0.51

Race: White

0.71

0.46

0.73

0.74

Instagram

0.85

0.36

College

0.510

0.33

0.21

Notes: Columns (1)-(4) present average demographics for all participants in the baseline, and associated
statistics. Column (5) presents mean demographics of American Facebook users, and Column (6) presents
average demographics of the US population. *The median age of the total US population is presented
due to lack of data on average age.

After the pre-screen, the survey immediately prompted qualified participants into the
baseline survey, which recorded demographics and outcome variables (detailed in the outcome
variable section). I asked respondents to estimate the time they and their peers spent on
their phones (Facebook/Instagram), before asking them to enter into their “Screen Time”
feature to access their time usage data. These questions can be found in the Appendix.
As is the case with every survey, I then asked participants to upload a screenshot of their
phone, Facebook, and Instagram time usage for the last 7 days, if available. They then
manually inputted the numbers for their time usage into the survey, and I later used their
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uploaded screenshots of “Screen Time” to validate these numbers. Of the 629 participants,
81% already had “Screen Time” enabled on their phones, and the rest had yet to enable
“Screen Time”. Since “Screen Time” is only available on iOS 12.0 or later, I asked participants with earlier versions of the system to update their phones so they could provide
“Screen Time” data the following week. I also prompted participants to enable “Screen
Time” on their phones so as to facilitate data collection in subsequent surveys.
All baseline participants then answered questions about their ideal usage and predicted
usage for the following week. Finally, I asked respondents to answer a series of questions
traditionally used to measure “self-control”: the 13 questions of Tangney’s Brief Self-Control
Scale, as well as three questions aimed at eliciting participants’ time-discounting parameters. The latter questions are hypothetical (e.g. “If we paid you in one month, what’s the
lowest amount that you would be willing to accept, instead of receiving $20 today?”, see
Appendix). Hypothetical questions have been shown to perform similarly to incentivized
questions (e.g., Madden et al., 2004), are less confusing than other techniques and operate
without the added cost of having to pay participants.
Validation
629 participants completed the baseline. Of those, I manually overrode 52 responses on
“Screen Time” usage because of invalid data (e.g., a series of ‘0’s for time usage due to recent activation of “Screen Time”) or inaccurate responses (e.g., discrepancy between screenshots and reported survey data). The validation of time usage data against “Screen Time”
is critical for my study design: the provision of screenshots ensures that participants report the time they spend on their smartphones and social media truthfully and accurately.
Due to pervasive misperceptions individuals have regarding the time they spend on phones,
self-reports are not reliable.
Recall that participants were asked to input their usage times for the previous 7 days, as
well as their weekly average as appears on the “Screen Time” page. To check for accuracy,
I compute the average time over the week and make sure that it is equal to that specified
by the participant. Due to the amount of sophistication it would require for participants to
intentionally misreport their daily times as well as have the these changes be reflected in their
reported average, this precaution makes it less likely that participants would tamper with
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their reported times. If there is a discrepancy between the two figures, I manually check the
uploaded screenshot. About 10% of participants had daily averages that did not match their
inputted averages; these were mostly due to accidental misreporting. A small handful of
participants consistently reported times that were at odds with their screenshotted “Screen
Time”. Where possible, I overrode inaccurate survey responses with accurate “Screen Time”
data harvested from participants’ screenshots, or otherwise omitted their observations. Such
participants were sent follow-up emails regarding the quality of the data they were providing,
and I performed further checks on their reported data in subsequent surveys. Additionally, I
select a sub-sample of the rest of the participants and check that their screenshotted “Screen
Time” data was accurately reflected in their survey answers. To minimize the incidence
of participants intentionally deflating time usage, I also ensure that I maintain a neutral
tone throughout the survey, to avoid participants inferring any moral didactic over what is
considered an appropriate level of use. Qualitative follow-up interviews did not yield any
evidence of intentional manipulation. Finally, I run a robustness check omitting participants
who ever had inaccurate data from the the analysis, yielding similar results.
For the purposes of my analysis, I drop the data for the most recent day as it would only
partially reflect the usage time for that day. Doing so avoids the biases that would arise
from participants completing the survey at di↵erent points in time during the day.
Second Survey
For the second survey administered via email exactly a week after the baseline on January
27th, I randomized participants into the control or app-intervention group. Figure 1 displays
the randomisation procedure into the treatment groups. I sorted participants into control
and treatment groups within 16 strata defined by age, gender, education, and active Instagram usage. Control participants were still asked about their time usage data and other
related questions, so survey lengths did not di↵er significantly between control and treatment
participants. Table 5 in the Appendix shows that the treatment and control groups for the
app limit treatment are balanced on pre-determined characteristics. Additionally, Table 4
in the Appendix presents the sample sizes at each stage of the experiment, establishing that
there is no evidence of di↵erential attrition rates amongst the control and treatment groups.
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Figure 1: Randomization and attrition of participants
Recruited from FB ads
and Completed Survey 1
(n = 629)

Completed Survey 2

Completed Survey 2

Control

AppT reat

(n = 259/314)

(n = 261/315)

Completed Survey 3

Completed Survey 3

(n = 236/259)

(n = 237/261)

Completed Survey 4

Completed Survey 4

(n = 232/236)

(n = 231/237)

As with the previous survey, screenshotted time usage data was collected for the previous
7 days, and all respondents answered questions about their ideal and predicted usage for the
following week. For clarity, I call actual data collected from screenshots in the second survey
“Week 1 Actual” data. Note that questions about ideal and predicted usage answered in
the second survey correspond to anticipations for the following week; thus, for expositional
purposes, I refer to them loosely as “Week 2 Ideal” and “Week 2 Predicted” data.
I then nudged participants in the app-treatment group that did not already have existing
app limits to adopt time limits equivalent (or lower than) the ideal times they specified for
their phone, Facebook, and Instagram previously. I informed them that iOS 12’s “Screen
Time” had a feature called “App Limits” that allows them to set time limits for apps. I
then explained how an app limit worked, and asked if they were willing to set time limits:
If you set an app limit, a reminder will pop up on your phone once you have reached your daily time
limit. At that point, you can choose to ignore and dismiss the message: the limit will not prevent you
from using our phone if you need to continue using it. Would you be willing to set time limits on your
phone, equivalent to the ideal time(s) you specified previously (or lower, if you wish)?
(Note that agreeing to set time limits is not a requirement for you to be able to continue to participate in
the study, though we highly encourage you to do so. Remember that setting a time limit is not binding
- you can always choose to ignore the limit later.)

17 participants reported that they already had app limits on their phones, whilst 83 de9

clined the suggestion to adopt app limits. 159 treatment group participants opted to adopt
app limits. Setting a time limit on the iOS system is not binding: the option exists to
“Ignore Limit” for the next 15 minutes, or for the rest of the day. Respondents were made
aware of this fact when they are asked to adopt time limits, and it was made clear that they
did not have to agree to the adoption of limits in order to continue with the study. Additionally, participants provided screenshots of the app limits they had set. I double-checked
a subsample of these screenshots and found that the majority of individuals did indeed set
their app limits to be equivalent to the ideal times they had previously specified.
Third Survey
In the third survey administered the following week on February 3rd, I further conducted a
separate experimental arm that further randomized a subset of participants to review and
report their privacy settings, in order to ascertain the default e↵ects of privacy settings
(Hoong, 2019). I do not report the results of the privacy intervention in this paper as they
do not a↵ect the results of the intervention relating to soft commitment devices. Additionally, basic screenshots of “Screen Time” data for the previous 7 days (“Week 2 Actual”)
were collected as in previous surveys; app-treatment participants answered follow-up questions about whether they had ignored or switched o↵ any of their app limits in the past week.
Fourth Survey
In order to measure the longer-term impact of the app treatment on participants, I administered the last survey four weeks after the third survey, on March 3rd. I henceforth refer to the
treatment e↵ects discerned by the data collected in the last survey as “long-term” e↵ects.
Similar to the third survey, the last survey collected basic “Screen Time” screenshot and
time usage data. App-treatment participants answered follow-up questions about whether
they had ignored or switched o↵ the app limits in the past week. I also asked participants
some questions relating to the separate privacy intervention. Finally, the survey completion
message o↵ered all participants a list of links to resources on how to monitor and control
social media usage. I tracked whether or not they clicked on one or more of these links.
All participants received $2 per completed survey and an additional $12 completion payment, totalling $20 if they participated in the entire study. They were paid via Amazon
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e-gift-cards within 7 days of study completion.
2.2

Outcome Variables

Actual usage
Daily time usage data for the previous seven days is reported by participants in each of the
four surveys and verified by “Screen Time” screenshots, as can be seen from the sample
question displayed in Figure 7 of the Appendix.
Perceptions of time usage: estimated usage vs. predicted usage
It would be instructive to distinguish between estimated and predicted usage: both measures
are taken before the fact, that is, participants are asked to estimate or predict the actual time
they spend on their phones/Facebook/Instagram before they are directed to their “Screen
Time” page. Estimated usage is taken only at the baseline, before participants enter into
their “Screen Time” pages for the first time. Participants are asked: “On average, how many
minutes do you estimate you spend on your phone daily?”
Predicted usage is collected in every survey, and participants are asked to predict how
much time they will spend on each of the platforms in the following 7 days. For example,
participants are asked: “In the next 7 days, how much time do you predict you will actually
spend on your phone per day, in minutes?” Prior to the question, participants are reminded
of the average amount of time they had spent on the platform in the last 7 days, as well as
how much time they had previously predicted they would spend that week (if applicable).
Thus, as participants make predictions about the coming week, they are likely to be aware
of whether their predictions had fallen short of or exceeded their actual time in the previous
week. In further analyses, both estimated and predicted usage are compared against actual
usage to establish if there are any misperceptions. Recall that predicted usage in each survey
will be compared to actual usage collected in the following survey, e.g., actual usage collected
in Survey 2 would be representative of time usage in Week 1, and is therefore compared to
the predicted usage reported in the baseline survey.
Preferences over time usage
Additionally, participants are asked in each survey to self-report their ideal time usage over
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the following 7 days (“In the next 7 days, how much time would you ideally want to spend on
your phone per day, in minutes?”). Prior to the question, participants are given a reminder:
“You spent a daily average of XX minutes on your phone, in the last 7 days. Last week, you
expressed that you ideally wanted to spend XX minutes on your phone daily.” I intentionally
added the reminder to make sure participants are aware of the di↵erence between their ideal
and actual time spent.
Tangney’s Brief Self-Control Scale
Trait self-control, proxied by the Brief Self-Control Scale (Tangney et al., 2004) surveyed in
the baseline, is used as a predictor variable for the divergence between actual and ideal time
usage, as well as a moderator for heterogeneous treatment e↵ects. The Brief Self-Control
Scale is a 13-item measure rated on a 5-point scale. Sample questions in the scale include:
“I am good at resisting temptation” and “I often act without thinking through all the alternatives” (see Appendix for full set of questions). After accounting for reversed coding, I use
the mean score across the 13 questions on the scale to represent the self-control score of an
individual participant, with higher scores representing higher trait self-control.
Time-discounting measures
In the quasi-hyperbolic discount function specified by Laibson (1997), lifetime utility from
present period 0 onwards is given by:
u(c0 ) +

1
X

t

u(ct )

t=1

where u(ct ) is utility in period t,

is the parameter denoting present-bias, and

is the

standard constant exponential discount factor.
In order to elicit time preferences, I pose the hypothetical question in the baseline survey:
“If we paid you in one month, what’s the lowest amount that you would be willing to accept
(instead of receiving $20 today)?” The question is repeated with the intervals of two months
and four months to elicit the dollar amount respondents would need to be paid in the future
to be indi↵erent to receiving $20 at present. Normalising u(0) = 0 and assuming homothetic
preferences – that is, supposing the utility function is homogenous of degree 1 with respect to
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c – I can thus derive both the discount factor and present-bias factor . I am predominantly
interested in

as a proxy for (lack of) self-control:
=

3

u(20)
u(20) u(c2 )
20c2
=
= 2
· u(c1 )
u(c1 ) u(c1 )
c1

Model and Empirical Strategy

To illustrate how behavioral biases can explain the patterns exhibited in participants’ behavior, I present an economic model of self-control (involving a conflict between current and
future selves) and soft commitment devices which can be found in the Appendix.
Empirical Strategy
The true impact of the app limit treatment can be represented by the following model:
log M inutesi,t =

0

+

1 Limiti,t

+

w(t)

+ µi + "i,t

(1)

where log M inutesi,t is the logarithm of the number of minutes individual i actually spends
on the given platform on day t 2 {1, . . . , 13}, and t represents the tth day of the intervention.1
Limiti is the continuous treatment variable for individual i. Limiti = 0 if the participant
chose not to adopt a time limit, and Limiti = k if the participant chose to adopt a time
limit, where k 2 [0, 1] represents the proportion of the period in which the participant remained compliant. Specifically, Limiti = k is defined to be the share of time that any of
the app limits for phone/Facebook/Instagram were defined.2 w(t) 2 {1, . . . , 6} is a function
of t, representing the day of the week;

w(t)

denotes day of week fixed e↵ects. µi denotes

individual-specific fixed e↵ects. Individual fixed e↵ects absorbs any time-invariant variable,
so I omit control variables that are meant to capture di↵erences in demographic characteristics. All standard errors are clustered at the individual level to account for intra-person
correlation in daily platform time usage.
Due to non-uptake and partial compliance of the app treatment during the study, I use
the treatment assignment to instrument for actual treatment in order to attain treatment1 I use log M inutes
i,t rather than M inutesi,t as I expect the app treatment to have a constant proportional e↵ect. The
M inutesi,t specification can be found in the Appendix.
2 Note that I assume that if an individual switches o↵ any app limit, they switch of all other app limits through the master
switch on the Screen Time interface. Thus Apptreati,t takes the same value across the phone/Facebook/Instagram platforms.
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on-treated estimates. I use a two-stage least squares estimate where the treatment intensity
is variable rather than binary (Angrist and Imbens, 1995). The first stage is therefore:
Limiti,t =

0

+

1 AppT reati,t

+

+ µi + "i,t

w(t)

(2)

where Apptreati,t is a binary variable indicating the original treatment assignment. Again,
all standard errors are clustered at the individual level.
Additionally, I use the following model to estimate the intent-to-treat (ITT) e↵ect of the
app limit treatment assignment:
log M inutesi,t =

0

+

1 AppT reati,t

+

w(t)

+ µi + "i,t

(3)

The random assignment of the app limit treatment establishes my identification. All standard
errors are clustered at the individual level to account for intra-person correlation.
The above specifications are run separately for smartphone, Facebook, and Instagram
usage. Note that Limiti,t does not di↵er across smartphone/Facebook/Instagram usage.
Also, further note that sample sizes may di↵er across outcomes due to missing data or
omitted observations: for example, not all participants are active users of Instagram.

4

Results

First, I summarize the time usage patterns of participants across the control and treatment
groups. I then present the treatment e↵ects of the app limit intervention; figures and tables
containing local average treatment e↵ects from the estimates of Equation (1) and (2) can
be found in the body of the paper. I then follow with heterogeneous treatment e↵ects for
subgroups defined by six moderators.
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4.1

Time Usage Statistics: Misperceptions and Lack of Self-Control
Figure 2: Average daily time usage

Notes: The y-axis is the mean daily time usage, in minutes. The graph on the top left presents Week 0
data collected in the baseline, specifying participants’ estimates of their own and their peers’ platform
usage, as well as their actual usage for the previous week, if “Screen Time” is available. The following
three graphs detail self-reported ideal use, predicted use, as well actual usage harvested from “Screen
Time” for Week 1, 2, and 6, respectively.

A central focus of this paper is the amount of time individuals spend on their phones
and social media, and whether or not they have accurate notions of their behavior. Figure 2
displays the ideal, predicted, and actual time usage data obtained for each survey week of
the study. Since Week 0 corresponds to data obtained at the baseline, I do not have ideal or
predicted data because participants are only asked to specify their ideal and predicted usage
for the following week. Instead, self-estimated average usage and estimation of the average
usage of their peers are available in Week 0. Note also that “Actual” data in Week 0 is only
available for participants that already had Screen Time prior to the study.
Figure 2 shows that individuals both significantly mispredict the amount of time they will
spend on their phones in the next week (as evidenced by the discrepancy between “Predicted”
and “Actual” time spent on the platform, averaging around an hour in the first week), as
well as exhibit a significant lack of self-control (defined by the di↵erence between “Ideal”
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and “Actual” time, averaging 2.5 hours in the first week). A variety of di↵erence-in-means
specifications, found in Tables 6–8 of the Appendix, present formal significance tests which
show that the di↵erences are significant.
This provides rationale for why I take great care to distinguish between self-reports
and actual time usage. As can be seen from the divergence between self-reported predicted/estimated time usage and the actual time data harvested from “Screen Time”, individuals tend to systematically underestimate the time they spend on their phones (and
overestimate the time they spend on Facebook and Instagram), so self-reports are not a
reliable statistic when it comes to the level of phone and social media use.
Interestingly, misperceptions over phone usage do not correct over time: despite persistently exceeding their predicted phone time for the week, individuals still, on average,
predict that they will spend around 40-50 minutes less time on their phones than they actually do in the following week, though the gap does close a little bit over time. This is
because participants appear to increase their ideal weekly phone usage over the course of
the experiment. Individuals may be revising their stated preferences upwards as they realize
how much they value the benefits of smartphone use; or perhaps they may be learning that
the measurement of smartphone use includes functions they previously didn’t actively count
towards their “phone time” (e.g. participants may not have actively registered that they
spent time watching Youtube or Netflix on their smartphones, as opposed to their computers). From participants’ qualitative responses, it becomes apparent that individuals use
their phones for a wide variety of uses, whether it is running non-profit organisations, contacting family whilst travelling, or as an entertainment outlet during recreational downtime.
Apart from Facebook and Instagram, common “Most Used” applications include other social
media apps (e.g., Messenger, Snapchat, Twitter, Reddit), video-streaming platforms (e.g.,
Youtube, Netflix, DirecTV), and video games (e.g., Hay Day, Clash Royale).
Note additionally that once participants become aware of “Screen Time”, they start getting information on their actual app usage and can start tracking their time usage (correcting
their beliefs over how much time they spend on the platform), which might itself have an
e↵ect on how much time they spend on the platforms. Though my design does not test for
this e↵ect directly, for those participants that had “Screen Time” data at the baseline, I find
a small and significant decrease in their usage of Facebook (8%) and Instagram (0.4%) the
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following week, once they had become aware of their actual daily use (see Table 9 in the
appendix). However, this result is hard to interpret as one would expect that the e↵ect would
be largest for those who did not have “Screen Time” at baseline; however, by virtue of not
having “Screen Time”, the time statistics of those participants are not observed. Given that
this is a within-person time comparison that is not randomized, one should be cautious about
inferring causal e↵ects. Another reason to be wary of taking this result as an indication of
the e↵ect of correcting beliefs alone was that people’s predicted times barely changed over
the course of the experiment: despite being reminded of their Screen Times, participants
still persistently thought they would be able to spend less time on their phones the following
week. Note, however, that since predictions of usage are not incentivized, participants may
not have much reason to be concerned with accurately predicting future usage.
Contrary to the phone usage results, though individuals spend significantly more time
on Facebook than they would ideally like, they do not under-predict the time they spend
on Facebook; instead, they significantly over -predict the time they spend on the platform
by about 10 minutes a day, as reflected in Figure 2. This could indicate that participants
tend to inflate the severity of their self-control problems on Facebook. One reason for this
could be that discourse about the addictive nature of social media platforms like Facebook is
common, and the temptation of the “endless scroll” may be more salient than the vicissitudes
of smartphone usage as a whole.
In contrast to phone and Facebook usage patterns, there is no significant self control issue
when it comes to the time participants spend on Instagram. As is the case with Facebook,
individuals also over-predict the time they spend on the platform, anticipating that they will
spend 20 minutes more on the platform daily than they actually end up spending in Week
1. This overprediction partially corrects itself in the following weeks.
4.2

Relationship Between Self-Control Measures and Usage Discrepancies

Tangney Brief Self-Control Score
On average, participants score 3.18 [3.13, 3.23] on Tangney’s Brief Self-Control Scale. There
is a significant negative relationship between the self-control scale and the percentage di↵erence between participants’ actual and ideal time spent on their phones, as well as Facebook.
Interestingly, there is no significant relationship between the self-control scale and the per-
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centage di↵erence between participants’ actual and ideal time spent on Instagram, probably
owing to the fact that the data seems to suggest that participants do not su↵er from excessive
Instagram use. In fact, for the first week of the study, participants report ideally wanting
to spend 30.5 minutes [27.2, 33.9] on Instagram that week, but actually end up spending
less time at 28.8 minutes [26.3, 31.3]. The regression results are presented in Table 22 of
the Appendix. Figure 3 presents graphical evidence suggesting there is a negative relationship between the self-control scale and the percentage discrepancy between actual and ideal
platform usage. Recall that a higher score on the scale indicates higher trait self-control,
so people that are relatively lacking in self-control by this psychological measure experience
higher magnitudes of excessive platform use. This is an important result as it lends support
to the hypothesis that self-control issues are at play here.
Figure 3: Relationship between Tangney Brief Self-Control Score,
and discrepancy between actual and ideal time

Time-Discounting
The derived present-bias factor

ranges from 0.0625 to 100 across the participants. As

should plausibly be  1 and the occurrence of

substantially more than 1 could indicate a

general misunderstanding of the question, I omit the observations where

> 1. An alarm-

ingly large proportion of participants (214 participants) had a present-bias factor

greater

than 1, so one should be cautious about inferring anything from these results. There does
not seem to be a significant relationship between

and the percentage di↵erence between

participants’ actual and ideal time spent on phones and social media, as evidenced from the
regression table shown in Table 23 of the Appendix, as well as Figure 4 displayed below.
Figure 4: Relationship between
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and discrepancy

between actual and ideal time

Notes: The y-axis represents the percentage di↵erence between participants’ Week 1 actual “Screen Time”
data and their self-reported ideal platform usage, with range varying by graph. The black dots represent
the binned scatterpoints, generated using binscatter with 20 equal-sized bins over Tangney’s Brief SelfControl Score (for uppermost graph) or present-bias (for lower graph). The grey dots represent each
individual observation with available Week 1 “Screen Time” data.

4.3

Treatment E↵ects of App Limits

First Stage E↵ects of Treatment
Figure 5: Share of time with app limits in force, short-term and long-term

Notes: The y-axis represents the percentage of app treatment group participants that had the specified
share of time with app limits in force. The blue bars represent short-term data, which measures the
proportion of the week participants had any app limits in force over Week 2. The red bars represent
longer-term data, which details the proportion of the week treatment participants had any app limits in
force over Week 6.

Figure 5 presents in histogram form the share of time app treatment participants spent
with the app limit reminders in force (over the surveyed week). Note that the 17 users that
already had existing app limits were omitted from the analysis – a robustness check assigning
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a treatment value of 1 to participants that already have an app limit prior to experiment can
be found in Table 25 the appendix. Additionally, 83 participants chose not to adopt limits
at all, citing the inconvenience or inefficacy of the notifications,3 the reluctance to adopt an
external device, or the wish to use certain important aspects of their phone without being
hindered. Such participants were assigned an actual treatment value of 0. Of the treatment
participants, 66% chose to set a limit, though some of them decided to switch o↵ their limits
during the following week as seen in Figure 5. Recall that participants set their limits to the
time they ideally wanted to spend on each of the platforms; additionally, keeping an app limit
in force does not mean that the participant will not exceed their ideal limits. For example,
of the 159 participants that had agreed to adopt app limits, 81% ended up exceeding their
daily phone usage limit for more than half the days in the following week (55% and 45% for
Facebook and Instagram limits respectively).
The first-stage relationship, as estimated by Equation (2), can be found in Table 10 of the
Appendix. Adding controls for demographic characteristics does not diminish the strength
of the significant relationship between the instrument and actual treatment; furthermore, it
does not change the size of the coefficient on the instrument. As depicted in Figure 5, fewer
participants kept their app limits on in the long-term, resulting in a positive relationship
between the instrument and actual treatment that is smaller in magnitude.
Intent-to Treat (ITT)
I first present the ITT e↵ects of the app limit assignment on the amount of time spent on
smartphones and social media (on a log scale). The analogous ITT and ToT results for a
linear time scale can be found in the Table 11 of the Appendix. Note that since the usage of
all participants is monitored, the measured treatment e↵ect would exclude the experimenter
e↵ects of monitoring. Table 2 presents the main results of the impacts of app limits. The app
limit treatment has a significant negative impact on the amount of time participants spend
on their phones and Facebook in the short term, reducing overall phone usage by 3.3%4
and Facebook usage by 16.5% respectively. Though there is a negative relationship between
3 One participant cited: “I need to learn to have self control and not rely on apps to help me do this. The art of self discipline
is more beneficial to be learnt the hard way.” Yet another responded: “I feel like if I set a limit for myself, the principle of me
breaking that limit and ignoring the message would make me feel morally uneasy.”
4 To interpret the change in the original metric of the outcome, I first exponentiate the coefficient of the treatment to obtain
exp(0.0323)=1.0328. To calculate the percentage change, I subtract one from this number and multiply by 100.
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the app limit assignment and Instagram usage (decreasing Instagram usage by 5.3%), this
impact is not statistically significant in the short run. This is likely due to the smaller
sample size of participants that are active Instagram users. Another explanation for this
lack of significance could be that participants, on average, displayed negligible discrepancies
between their ideal and actual usage of Instagram, leaving little need for reduction in usage
of the platform.
Interestingly, in the longer-term, the app limit assignment no longer has a significant
impact on the amount of time participants spend on their phones, though the relationship
is still negative, and given the confidence intervals I cannot reject that the long-term e↵ect
equals the short-term e↵ect. The negative impact on Facebook usage is still highly significant in the long term, and comparable in magnitude. The app limit treatment also has a
significant negative impact on the amount of time participants spend on Instagram in the
long term, reducing Instagram usage by about 11.1%.
Table 2: Intention-to-treat e↵ects of app limits
Short-term

Long-term

(1)

(2)

(3)

(4)

(5)

(6)

Variables

Phone

Facebook

Instagram

Phone

Facebook

Instagram

Apptreat

-0.0323*

-0.153***

-0.0514

-0.0176

-0.126***

-0.106**

(0.0173)

(0.0389)

(0.0392)

(0.0214)

(0.0412)

(0.0457)

5.646***

3.551***

2.874***

5.661***

3.565***

2.946***

(0.0105)

(0.0224)

(0.0259)

(0.0112)

(0.0245)

(0.0259)

Observations

5,337

5,345

4,221

5,175

5,188

4,085

R-squared

0.002

0.011

0.007

0.003

0.008

0.008

455

456

381

445

445

372

Constant

Number of id

Notes: Columns (1) through (3) present the short-term (i.e. the duration of one week, between Survey 2
and Survey 3) intention-to-treat e↵ects of app limits on log time spent on the respective platforms, and
Columns (4) through (6) present the longer-term e↵ects (over the course of five weeks, between Survey 2
and Survey 4). Apptreat is the binary variable indicating treatment assignment. Robust standard errors
in parentheses.

Treatment-on-Treated (ToT)
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I then estimate the e↵ects of app limits (as instrumented by treatment assignment) on
log minutes spent on phones and social media in the second stage, as specified by Equation
(1). Recall that participants were asked to set their app limits to be at their baseline ideal
usage. As can be seen from Table 3, the app limit intervention decreases phone usage by
6.2% a day and significantly decreases Facebook usage by 33.2%. The app limit treatment
has a negative impact on Instagram usage (decreasing usage by 10.8% a day), though it is
not significant.
Again, in the longer-term, the ToT e↵ects are not statistically significant for smartphone
usage, though the relationship remains negative. The adoption of the app treatment, in the
long run has a significant e↵ect on both Facebook and Instagram usage, decreasing Facebook
and Instagram daily usage by 36.8% and 33.9% respectively. It is important to take note
that the ToT provides an unbiased estimate of the e↵ect of adopting app limits, yielding
the complier average causal e↵ect. Given that compliance is lower in the longer-term – of
the 131 treatment participants that complied at least partially with the app limit treatment
in the short-run, 4 attrited from the study, and 31 did not have app limits switched on for
the duration of Week 6 – it could very well be the case that the participants who continued
to undergo actual treatment in the longer-term were the individuals that benefited from
app limits the most. Since such participants would likely respond most e↵ectively to the
treatment, the ToT e↵ects in the longer-term are averaged over a fundamentally di↵erent
group of “compliers”, and could therefore be inflated relative to the short term. Note however
that the short run and longer-term di↵erences are within the range of the confidence intervals,
and so the di↵erence between the short and longer-term could owe to sampling noise.
Figures 11a-c in the appendix present the average time control and treatment participants
spend on their phones daily. No clear visual pattern emerges from the figures; however,
average e↵ects mask substantial heterogeneity, which I address in the next section.
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Table 3: Treatment-on-treated e↵ects of app limits
Short-term

Long-term

(1)

(2)

(3)

(4)

(5)

(6)

Phone

Facebook

Instagram

Phone

Facebook

Instagram

-0.0605*

-0.287***

-0.103

-0.0438

-0.314***

-0.292**

(0.0320)

(0.0693)

(0.0782)

(0.0532)

(0.104)

(0.129)

5.646***

3.550***

2.875***

5.661***

3.565***

2.946***

(0.0105)

(0.0223)

(0.0259)

(0.0112)

(0.0245)

(0.0261)

Observations

5,331

5,339

4,221

5,175

5,188

4,085

Number of id

454

455

381

445

445

372

Variables
Actual Treatment
Constant

Notes: Columns (1) through (3) present the short-term treatment-on-treated e↵ects (i.e. the duration of
one week, between Survey 2 and Survey 3) of app limits on log time spent on the respective platforms,
and Columns (4) through (6) present the longer-term e↵ects (over the course of five weeks, between
Survey 2 and Survey 4). Robust standard errors in parentheses.

4.4

Heterogeneous Treatment E↵ects

In this section, I present separate treatment e↵ect estimates for subgroups defined by two
platform-specific moderators: (i) baseline discrepancy between actual and ideal usage, and
(ii), baseline usage of the platform. Additionally, I consider separate treatment e↵ects for
subgroups demarcated by four additional baseline demographic moderators: (i) the Tangney
Brief Self-Control Score, (ii) the present-bias parameter, (iii) age, and (iv) gender. For ease
of interpretation, Figures 6a-c below present only the short-term ITT e↵ects. The long-term
treatment e↵ects are generally similar to the short-term e↵ects, at least directionally. The
presentation of ITT e↵ects o↵ers cleaner interpretation: as discussed previously, long-run
ToT e↵ects are susceptible to overmagnification because treatment compliance is markedly
lower in the longer-term, implying that the participants that retain app limits in the longterm are those who would benefit from the limits the most. That being said, the Appendix
presents the full set of results, including ITT e↵ects, first stage coefficients, and ToT e↵ects,
along both short run and longer-term dimensions. It also includes regression tables detailing
the coefficients of the interactions of the moderators with the app treatment. I also estimate
heterogeneous treatment e↵ects using causal forests.
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Figure 6a: Heterogeneous treatment e↵ects of app limits on phone use

Notes: This figure presents a summary of heterogeneous intention-to-treat e↵ects of the app limit intervention, for the 6 subgroups detailed above. Error bars reflect 95 percent confidence intervals.

The discrepancy between an individual’s baseline ideal and actual usage of a platform –
in other words, the extent of their lack of self-control – lends itself naturally as a relevant
moderator. There is consistent evidence across all three platforms that users su↵ering from
more severe levels of over-usage experience significantly higher treatment e↵ects. In other
words, app limits are highly e↵ective for those who need it. Conversely, participants who
do not su↵er from over-usage at the baseline instead end up spending more time on their
phones and social media as a result of the app limit treatment.
The occurrence of positive treatment e↵ects within certain sub-groups is somewhat counter
intuitive, and merits further explanation. Seeing increases in usage as a result of the treatment runs contrary to the fundamental purpose of app limits: that is, to limit usage of the
platform. A plausible explanation for this phenomenon is that users that are consistently not
hitting their preset limits are more likely to lengthen the time they spend on the platform,
with the rationalisation that they have yet to hit their daily limit. Recall that treatment
participants were asked to set their limits to the ideal time they specified in the first week,
and that verified “Screen Time” screenshots generally reflected that participants set their
limits to their specified ideal times: as such, individuals that have a baseline usage that is
lower than their ideal are unlikely to hit their app limit on any given day. For this specific
subset of individuals, it would not be unreasonable to postulate that the app “limit” becomes
more of a threshold of permissible usage: below this threshold, where an internal voice of
self-control once may have prevailed, one might continue to tap away on their phones or
scroll through Facebook and Instagram guilt-free.
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Similar patterns are found in the estimates for light users versus heavy users, defined by
those below and above the median baseline usage, respectively. Consistent with intuition,
heavy users experience treatment e↵ects that are significantly higher in magnitude.
It is when the results from the previous two moderators are paired with estimates for those
with high vs. low Tangney self-control scores that an interesting paradox arises. Whilst the
preceding results indicate that individuals with high baseline usage and more severe platform
over-usage (i.e., loosely speaking, users with more self-control problems) experience more
negative treatment e↵ects, I find that participants with higher Tangney self-control scores5
– implying higher trait self-control – are more likely to reduce their usage as a result of
the app limit intervention, though the di↵erence is not always statistically significant. This
appears to be contradictory, at least surficially. However, it makes sense that individuals
with high self-control would be less likely to have a big discrepancy between their ideal and
actual use, and that they would also experience greater e↵ects from the app treatment. This
important distinction highlights a critical aspect of soft commitment devices: that they are
soft. For the soft commitment device to be e↵ective, an individual must exercise a certain
degree of self-control. In the case of the app treatment, they must have the restraint not to
press “Ignore Limit” upon hitting their preset limits. Yet for the commitment device to be
needed (and therefore e↵ective) in the first place, there must necessarily be a discrepancy
between what users ideally want to spend on these platforms and the actual time they spend
on them – in other words, there must be evidence of self-control-lacking behavior.
Finally, I examine heterogeneous treatment e↵ects by two demographic moderators: gender and age. Interestingly, men experience stronger negative treatment e↵ects than women,
although the di↵erence is only statistically significant for Facebook usage, and in the short
term. I do not have a conclusive reason for why this might be in the case, though previous studies on gender di↵erences in smartphone and social media usage generally show that
women are more socially oriented (Lee et al., 2014), making social media relatively more
appealing to them (Duggan and Brenner, 2013). Thus, women are shown to be more likely
to develop habitual and addictive smartphone behaviors than men (Deursen et al., 2015).
Andreassen et al. (2017) also found in a large-scale survey that addictive social media use
(as measured by the Bergen Social Media Addiction Scale) was associated with being young
5 This seems to apply as well to participants with lower present bias, in the case of phone usage. However, owing to the noise
in the present-bias parameter data, di↵erences in e↵ects are not very clear and should not be inferred.
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and female. Moreover, anecdotally from the recruitment process of the study, women were
much easier to recruit over Facebook ads than men, suggesting that there are more women
on the platform and/or they spend more time on Facebook. One possible argument could
be that women derive more benefit from social media and have less self-control over their
usage of it, and so are less likely to stay within the confines of their preset app limits. As a
result, men are more responsive to the app treatment intervention.6
There are no systematic patterns when it comes to age, likely owing to the relatively
narrow age range targeted by my study. The median participant was aged 23, with the
majority of participants falling within the range of 18-34 years. Thus, one would not expect
to find di↵erential treatment e↵ects on the basis of age.
Figure 6b: Heterogeneous treatment e↵ects of app limits on Facebook use

Figure 6c: Heterogeneous treatment e↵ects of app limits on Instagram use

Notes: These figures present a summary of heterogeneous intention-to-treat e↵ects of the app limit
intervention, for the 6 subgroups detailed above. Error bars reflect 95 percent confidence intervals.
6 Note, however, that the argument can also run the other direction, in that women have more to gain from adopting
commitment devices and should therefore experience larger treatment e↵ects.
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5

Conclusion

It is unsurprising that individuals want to reduce their use of smartphones and social media;
moreover, the results of my study show that they are willing to adopt commitment devices
to do this voluntarily.
Soft commitment devices, like the app limits featured in my experiment, can be an e↵ective
way to reduce usage for those who su↵er from overconsumption. With policy-makers in
many countries considering the possibility of screen-time guidelines and even state-imposed
universal social media limits (SMART, 2019; The Guardian, 2018), it is important that we
first establish that self-control issues do indeed exist, and that proposed solutions are actually
e↵ective. Soft app limits are one e↵ective way to reduce usage: for example, the reduction
in Facebook use of about 33% as a result of the app treatment suggests that there are large
potential welfare gains for consumers in utilising such limits as a tool to control their own
platform usage. Following the roll-out of iOS’ “Screen Time” limits, other companies have
followed suit: Facebook and Instagram recently rolled out tracking tools like “Your Time
on Facebook” with the aim of aiding responsible time management, though the features are
hidden in obscure sections of the platform and are for the most part unknown to most users.
These features should be made more available and accessible.
One important question that remains to be answered is what the optimal design of a
commitment device that reduces smartphone and social media use would constitute. What
sort of device – whether hard, or soft – is most e↵ective? Moreover, if such a device involves
time limits, what duration should the limits be set at? Whilst my study investigates the
e↵ect of app limits that are set at the user’s self-professed ideal daily usage, policymakers
have proposed a variety of universal social media limits from 30 minutes (SMART, 2019)
to 3 hours (The Guardian, 2018) with little empirical evidence to back up why those time
limits are best. Furthermore, di↵erent commitment devices may be less or more e↵ective
for di↵erent individuals, begging the question of how devices can be o↵ered so that optimal
sorting of individuals to device strength occurs, as is also purported by Bryan et al. (2010).
These important questions warrant further investigation in the smartphone and social media
context, and are also worth consideration in any study concerning the soft commitment
devices.
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